The speed of inference      page 25

The speed of inference: Evidence against rapid use of context in calculation of scalar 

implicatures

Joshua K. Hartshorne

Jesse Snedeker

Harvard University

Running title: The speed of inference

Key words: pragmatics; scalar implicature, entailment, self-paced reading

Word count: 6,053 + 185 (abstract) + tables and references

Current: 5,971 words, w/o abstract

Send Correspondence to:


Joshua Hartshorne


33 Kirkland Street


WJH 1180


Cambridge, MA 02138


Email: jharts@wjh.harvard.edu

Tel: 617-496-4486


Fax: 617-495-3728
Acknowledgements:


The authors wish to thank Gennaro Chierchia and Yi Ting Huang for comments and discussion, as well as Athena Xie and Stephanie Liem for assistance in data collection. Many thanks also to the audience at the 2009 AMLaP conference in Barcelona, Spain. We are grateful to Richard Breheney and Napoleon Katsos for piquing our curiosity and sharing their stimuli. This work was supported by the Department of Defense (DoD) through the National Defense Science and Engineering Graduate Fellowship (NDSEG) Program and by the Gordon W. Allport Memorial Fund grant to JKH and by a National Science Foundation grant to JS (0921012). 
Abstract

Are linguistic inferences necessarily the result of complex, contextually-dependent computations? Or are some computed in a heuristic, context-free manner? In psycholinguistics, the preferred test case for addressing these questions has been scalar implicature (e.g., the inference that some means some but not all). Context-dependant accounts typically predict that SI computation is slow and effortful, while context-free accounts predict more rapid inferencing. But curiously, the only online processing study to carefully investigate contextual effects concluded that SI computation is both fast and context-dependant (Breheny, Katsos & Williams, 2006; see also Panizza, Chierchia & Chifton, 2009). However, the contexts used this is study were not carefully controlled. In two self-paced reading studies employing a tightly controlled contextual manipulation, we find that while context does affect scalar implicature generation (Experiment 1), this effect only appears if there is a long delay between the scalar implicature trigger and the probe word (Experiment 2). A follow-up experiment using stimuli from Breheny et al. (2006) suggests that their rapid contextual effects could be due to a repeated-name penalty (due to confound between prior reference and context), rather than to SI generation. 


On most theories, understanding language involves two broad but distinct kinds of processes: decoding processes that allow us to convert phonological representations into semantic representations and pragmatic processes that allow us to draw additional inferences about the interpretation of an utterance in a particular context (Morris, 1938/1971; Grice, 1989; see Bach, 1999 for review). In many cases, the distinction between these two types of knowledge seems uncontroversial. For example, given sentence (1), the fact that Gabe is the agent of the drinking event would typically be attributed to semantic decoding, while the inference that he is inconsiderate lout who has annoyed the speaker would be generally be construed as pragmatic. 

(1) Gabe drank all of the milk and put the carton back in the fridge.

There is, however, considerable controversy about where semantics ends and pragmatics begins, and further uncertainty about how pragmatic inferences are calculated. Pragmatics has been defined largely by what it is not (semantics) and thus pragmatic inferences are a diverse class of phenomena that may stem from equally diverse mechanisms. For this reason, research on pragmatic processing necessarily focuses specific subclasses of inferences such as presuppositions (Chemla, 2009; Gazdar, 1977; Stalnaker, 1973), indirect requests (Brown & Levinson, 1987; Clark, 1979; Holtgraves & Yang, 1990; Pinker, Nowak & Lee, 2008), and, most notably, scalar implicatures (Breheny et al., 2006; Bott & Noveck, 2004; Hirschberg, 1985; Horn, 1972; Huang & Snedeker, 2009; Noveck, 2001; Noveck & Posada, 2003; Noveck, Chierchia, Chevaux, Guelminger, & Sylvestre, 2002; Noveck & Reboul, 2008). Scalar implicatures provide a convenient entry point for the psycholinguistic investigation of pragmatic inferences because they are ubiquitous, reasonably well-defined and central to theories of pragmatics and its interface with semantics. 

Example 1 illustrates a case of a scalar implicature (or SI). When we hear a sentence like (1a), we typically assume that (1b) is true as well. 

(1) a. John ate some of the cookies.

b. John did not eat all of the cookies.

Although this inference is robust, theorists have long argued that it is not part of the semantic (or truth conditional) content of the utterance (Hirschberg, 1985; Horn, 1972). Critically, the inference that some implies not all is defeasible and thus can be cancelled (2a) unlike a semantic entailment (2b) (cf Hirschberg, 1985; Horn, 1989; Horn, 1972). 

(2) a. John ate some of the cookies. In fact, he ate all of them.

b. *John ate some of the cookies. In fact, he ate none of them.

While theories of SI vary on many dimensions, all accounts are rooted in Grice’s observation (quoted in Strawson, 1952) that these inferences are attributable to the communicative alternatives available to the speaker. In interpreting a sentence like (1a) we draw, implicitly or explicitly, on our knowledge of other things that the speaker might have said. If John had eaten all the cookies, then (3) would have been a more informative statement, thus the fact that the speaker said (1a) instead suggests that (3) is not true. 

(3) John ate all of the cookies

Thus SIs arise when there are two expressions which form a scale with respect to their strength (few/none, or/and, warm/hot, OK/excellent). In all of these cases, the use of the weaker, more inclusive, term (e.g., or) can imply that the stronger term (e.g., and) does not hold (Horn, 1972). While implicatures are not part of the meaning of the utterance, they can be an essential part of the communicative act. For example, if after hearing (1a) we learned that John had actually eaten all the cookies, and the speaker was aware of this, we would probably feel that we had been misled. 

Scalar Implicature, Defaultness & Contextual Dependence
Theorists diverge, however, in the processes that they believe underlie this inference. Some explicitly propose, or implicitly suggest, that SIs are social-cognitive inferences in which the listener models the speaker’s mental state and communicative intentions (e.g., Grice, 1989; Sperber & Wilson, 1986). For instance, suppose that Mary utters (1a) to Sally. On a Gricean account (Hirschberg, 1985; Horn, 1989; Horn, 1972), Sally derives the SI by reasoning that: a) if Mary knew that John had eaten all the cookies, then it would have been more informative for her to say (3); b) Mary is sufficiently knowledgeable about the incident to determine whether all of the cookies were eaten; and c) Mary is a cooperative speaker and thus she would produce the more informative utterance if she was in a position to do so.
 On this account, the SI only goes through if all three conditions are met. If Sally believes that Mary left the room before the cookie incident was finished, or that Mary may wish to mislead her by being intentionally vague, then the SI will not be calculated (Bonnefon, Feeney & Villejoubert, 2009; Breheny et al., 2006).

In contrast, Levinson (2000) argues that while listeners can engage in this kind of complex social reasoning, SIs are typically computed by default. This theory is rooted in the intuition that the SI for terms like some is a robust part of the meaning of the utterance which is difficult to override. Levinson argues that because SIs are typically a part of the communicated content of an utterance, comprehenders automatize the process of calculating SIs and apply it immediately when they encounter a scalar trigger, without checking on the knowledge state or motives of the speaker. This default implicature can be cancelled by subsequent information about the context (e.g., 2a), but such effects of context should occur later in processing, after the SI has been derived. 

For this reason, psycholinguistic investigations of SI have largely focused on whether implicatures are calculated by default (Bezuidenhout & Morris, 2004; Bezuidenhout & Cutting, 2002; Bott & Noveck, 2004; De Neys & Schaeken, 2007; Feeney, Scrafton, Duckworth, & Handley, 2004; Geurts & Pouscoulous, 2009; Grodner, Klein, Carbary & Tanenhaus, 2010; Guasti et al., 2005; Huang & Snedeker, 2009; Noveck & Posada, 2003; Panizza, Chierchia, & Chifton, 2009). Much of this work has operationalized this question in terms of effort and speed: if SI is cognitively complex and contextually-dependent, then computation should be effortful and slow. In contrast, if implicatures are calculated by default and are not (initially) contextually dependent, then SI should be rapid and effortless.

Thus it is of considerable interest that a few recent experiments have found that SI is effortful, contextually-dependent and fast (Breheny et al., 2006; see also Panizza et al., 2009). For our present purposes, the most informative of these is Experiment 3 by Breheny and colleagues (henceforth, BKW), though we will return to the other experiments in the General Discussion. This experiment used a self-paced reading task, in which participants read sentences with the scalar term “some” in contexts which either promoted SI computation (4a) or did not (4b).
 
(4) a. Mary / asked John / whether he intended to host / all of his relatives / in his tiny apartment. / John replied / that he intended to host / some of his relatives. / The rest / would stay / in a nearby hotel.

b. Mary was surprised / to see John / cleaning his apartment / and she asked / the reason why. / John told her / that he intended to host / some of his relatives. /The rest / would stay / in a nearby hotel.

Participants read some of his relatives more slowly in (4a) than in (4b). The authors interpret this difference as a cost incurred by calculating the SI in (4a). This analysis assumes that the calculation of SI is gated by context, such that readers are less likely to calculate the implicature for (4b) and thus need not pay this cost. This analysis garners support from the reading times for the subsequent region (the rest), which makes reference to the compliment set (i.e., the relatives not staying with John). Participants read the rest more quickly in (4a) than in (4b). Presumably, this difference is driven by the greater probability of calculating the implicature in (4a). If the SI has already been calculated, then the reader knows that a complement set exists and thus already has a referent available for the critical phrase. If the SI has not been calculated, then the rest introduces a new referent into the discourse which forces the SI, resulting in slower processing. In addition, BKW included a third condition which was identical to (4b) except that some was replaced with only some, forcing the some-but-not-all interpretation. In this case, the rest was now read as quickly as in (4a). 

The difference in reading times for (4a) and (4b) suggest that SI calculation is sensitive to the preceding context. Two aspects of these data suggest SI computation is fast. First, the slower reading of some of his relatives in (4a) relative to (4b) suggests that SI calculation begins soon after encountering the quantifier. Second, the more rapid reading of the rest in (4a) suggests that the interpretation of the SI is completed quickly as well: this region immediately follows the quantifier phrase, which took, on average, only about 1000ms to read. Thus BKW’s results suggest SI begins immediately, is context dependant and completed quickly. 

There are two reasons, however, for examining this conclusion more closely. First, reading speed is affected by many factors, such as word repetition, semantic priming and cloze probability (e.g., Gordon, Grosz, & Gilliom, 1993; McNamara & Healy, 1988; Trueswell & Kim, 1998; Zola, 1984). The contexts used by BKW differed in their syntactic, semantic and lexical content, and thus it is possible their effects were due to unnoticed confounds between these variables and the context manipulation. 

Second, there is very little convergent evidence for rapid effects of context on SI. There is ample evidence that SI computation is contextually dependent (Chierchia et al., 2001; Feeney et al., 2004; Geurts & Pouscoulous, 2009; Hartshorne & Snedeker, in prep; Noveck et al., 2002; Papafragou & Musolino, 2003), but theose studies use offline measures. The only studies exploring the time course of these context effects (Experiments 1 & 2 of BKW and Panizza et al., 2009) rely on similar reading time measures and appear to contain similar potential confounds. These experiments are discussed in more detail in the General Discussion. Moreover, the broader literature on SI provides reasons for skepticism. First, most online studies find that SIs are sluggish, emerging only after a considerable period of semantic analysis (Bott & Noveck, 2004; Feeney et al., 2004; Huang & Snedeker, 2009; Noveck & Posada, 2003; but see Grodner et al., 2010). On many linguistic theories this is to be expected: if SIs are inferences based on the meaning of the utterance, as is assumed by BKW and many others (Clark, 1996; Grice, 1989; Horn, 1989; Sperber & Wilson, 1986) then SI calculation must necessarily be delayed relative to semantic computation. While there is considerable evidence that SI calculation is costly (e.g., De Neys & Schaeken, 2007), we believe that BKW is the only study which has looked for or found an immediate processing cost upon encountering the SI trigger. 

The Present Study

 In the present study, we attempt to confirm BKW’s findings using a more constrained contextual manipulation. This manipulation derives from linguistic analyses showing that SIs are dispreferred within the antecedent of a conditional (Chierchia, 2006; Chierchia, Spector, & Fox, in press; Geis & Zwicky, 1971). For example, (5a) does not give rise to the interpretation in (5b). 

(5) a. If you eat some of your vegetables, you can have dessert.

b. If you eat some but not all of your vegetables, you can have dessert.


This pattern has been confirmed experimentally using a variety of paradigms (Chierchia, Crain, Guasti, Gualmini, & Luisa, 2001; Hartshorne & Snedeker, in prep; Noveck, Chierchia, Chevaux, Guelminger, & Sylvestre, 2002; see also Panizza et al., 2009). By comparing declarative and conditional sentences, we can robustly manipulate contextual support for the SI while changing just two words, thus greatly reducing the number of potential confounds. Experiment 1 confirms that online SI calculation is contextually dependent but fails find evidence of an early processing cost. Experiment 2 demonstrates that contextually-dependent effects of implicature do not emerge immediately after the scalar trigger. Thus, like BKW and Panizza et al. (2009), we conclude that SI is context dependant (contra Levinson, 2000), but, unlike these authors, we conclude that it is slow. Possible reasons for this divergence are presented in the General Discussion.
Experiment 1

Participants read matched declarative (6a) and conditional (6b) sentences segment-by-segment in a self-paced reading task. The difference between our SI-promoting (6a) and SI-suppressing (6b) contexts was limited to two words: the addition of if in (6b) and the replacement of and with then. If SI is sensitive to context and there is an immediate processing cost of SI computation, consistent with BKW, then we would expect longer RTs for the quantifier region (some of her homework) in (6a) relative to (6b). As in BKW, we can confirm that an SI occurred in (6a) but not (6b) by checking RTs at the rest. If an SI has been calculated (some but not all of her homework), it should be easier to determine reference for the rest (the rest of her homework) than if no SI has been calculated. Thus, we expect longer reading times at the rest in (6b) relative to (6a).
(6) a. Mary did/some of her homework/this morning/before breakfast,/and the 

rest/must be done/later today.

b. If Mary did/some of her homework/this morning/before breakfast,/then 

the rest/must be done later today.

While the simplicity of this context manipulation removes many potential confounds, any difference in reading time between (6a) and (6b) could still reflect differences in the semantic or syntactic processing of declarative and conditional sentences, rather than the likelihood of SI-computation per se. Thus we ran a separate control condition comparing declarative and conditional sentences in the absence of implicature. This was done by changing some in both sentences to only some (7). The presence of only semantically forces the reader to interpret some as some but not all regardless of context, eliminating the possibility of implicature. 

(7) a. Mary did / only some of her homework / this morning / before 

breakfast, / and the rest / must be done later today.

b. If Mary did / only some of her homework / this morning / before 

breakfast, / then the rest / must be done later today.
Method

Participants. Twenty-eight native English speakers participated in Experiment 1 (21 female; 18-37 y.o., M=24, SE=1),:14 in the experimental condition (6) and 14 in the control condition (7).
 One participant failed to complete the experiment and was replaced. 

Materials. Eighty sentence templates were created, each with two clauses. Every participant was presented with 20 critical sentences (10 declarative contexts and 10 conditional contexts) randomly sampled for each participant without replacement from the 80 sentence templates. In the experimental condition (some), these sentences were like those in (6). In the control condition (only some), they were like those in (7). Each participant also received 20 filler sentences (10 declaratives and 10 conditionals) in which the second clause was altered and did not contain the rest. This ensured that the occurrence of this phrase could not be predicted solely on the basis of seeing some. In addition, participants were give 40 filler sentences using all. Both of these types of fillers were based on the 80 sentence templates, which again were sampled without replacement. Finally, these items were intermixed with 80 additional filler sentences that did not contain partitive expressions or quantifiers (e.g., John feared Bill because he was from Macedonia) and which were part of a separate experiment to be reported elsewhere. The order of all sentences was randomized for each participant.


Procedure. Each participant was randomly assigned to the experimental condition (some) or the control condition (only some). Sentences were presented one segment at a time in the center of the screen. Participants pressed the spacebar to advance to the next segment. Participants answered comprehension questions after 34% of trials – slightly more than the 25% figure used by BKW. Participants were additionally told to expect a further comprehension test after the experiment. Thus any differences between the studies are unlikely to be due to our participants paying less attention.

Results & Discussion

RTs shorter than 200ms and longer than 7sec were removed (2% of data). Results (Table 1) were analyzed using mixed-effects models with subjects and items as random effects in R using the lme4 package, and p-values were estimated the function pvals.fnc, which implements Markov chain Monte Carlo sampling with 10,000 samples (see Baayen, 2008). The interaction between context (declarative vs. conditional) and condition (control vs. experimental) was significant only for the final segment (t=2.41, p=.02; all other ps > .1; Table 2). As expected, this interaction was driven by significantly faster RTs to in the declarative context relative to the conditional context in the experimental condition ( t=3.88, p<.01). We interpret this as a spill-over effect reflecting differences in the interpretation of the “the rest”. In declarative context, participants found it easier to assign reference to the rest, presumably because they had calculated the SI and thus had an accessible referent in their discourse model. In contrast, in the conditional contexts, SI appears to have been suppressed, resulting in slower processing when the complement set was explicitly mentioned. This interpretation is supported by the absence of any effect of context type in the control condition, where the subset reading was semantically forced (t<1). Thus the differences seen in the experimental condition were due to the interpretation of some, not to SI-irrelevant differences between processing declarative and conditional sentences. 
In sum, like BKW, we found that after reading the quantifier (some of her homework), reference to the complement set (the rest) was easier to integrate in an SI-promoting context (the declarative) than in an SI-suppressing context (the conditional). This demonstrates both that context affects the likelihood of calculating an SI during reading and that, in a supporting context, SIs are spontaneously calculated within a few seconds of reading the scalar trigger. 

Experiment 1: Results

(If) Mary did
(only) some of 
this morning
before breakfast
and/then the rest
must be done 





her homework






later today
Experimental sentences (some)

Declarative:
886 (46)
849 (42)
774 (30)
865 (42)
682 (32)
961 (35)

Conditional:
1016 (58)
934 (57)
792 (33)
863 (41)
680 (32)
1266 (35)

Difference:
-130

-85

-18

2

2

-305

t (p)

1.94 (.05)
1.24 (.21)
0.27 (.79)
0.35 (.73)
0.19 (.85)
3.88 (.00)
Control sentences (only some)

Declarative:
764 (36)
882 (45)
651 (36)
734 (51)
584 (28)
874 (53)

Conditional:
781 (40)
880 (46)
682 (30)
732 (40)
615 (26)
934 (58)

Difference:
-17

2

-31

2

-31

-60

t (p)

0.40 (.69)
0.04 (.97)
0.61 (.54)
0.05 (.96)
0.96 (.34)
0.99 (.32)
Table 1. Segment-by-segment RTs (SEs) in milliseconds for Experimen

Experiment 1: Statistical Comparisons
(If) Mary did
(only) some of 
this morning
before breakfast
and/then the rest
must be done 



her homework






later today
context:  
 2.13 (.03)
1.42 (.16)
0.23 (.82)
0.30 (.76)
0.18 (.86)
4.33 (.00)

condition:
1.14 (.25)
0.30 (.77)
1.47 (.14)
1.20 (.23)
1.37 (.17)
0.43 (.67)

Interaction: 
 1.28 (.20)
1.02 (.31)
0.30 (.76)
0.20 (.84)
0.81 (.42)
2.41 (.02)

Table 2. Segment-by-segment statistics (t (p)) for main effects of context, condition, and for the interaction.

However, unlike BKW, we did not find that participants were slower to read the quantified phrase (some of her homework) in the SI-promoting condition relative to the SI-suppressing condition. 

Experiment 2


BKW provided two types of evidence that SI computation is fast. First, reading times were longer at the quantifier segment in their SI-promoting context relative to the SI-suppressing context. Lexical differences between their context conditions and the fact that this effect was not seen in Experiment 1 raise questions about the interpretation of this effect (see General Discussion). Second, BKW found that people were faster to read the rest in a SI-promoting context when it immediately followed the scalar trigger, suggesting the computation of the SI occurred rapidly. In Experiment 1, we included two segments between the quantifier phrase and the rest. Thus, participants had nearly two seconds between the quantifier segment and the rest to calculate the SI. In Experiment 2, we removed these intervening segments, giving participants less time to calculate the SI prior to the rest.
Method
Participants. Forty-six native English speakers participated in Experiment 2 (36 female, 9 male, one “NA”; 16-38 y.o., M=23, SE=1), 22 in the experimental (some) condition, and 24 in the control (only some) condition.

Materials and Procedure. Experiments 1 and 2 differed in only that the middle two segments for each experimental sentence were removed in Experiment 2.
Results and Discussion
Response times were analyzed in the same way as before (Table 3). In contrast to Experiment 1, the sentence context by condition interaction failed to reach significance at any segment (ps>.1; Table 4), despite the fact that there were nearly twice as many subjects in Experiment 2 as in Experiment 1. To compare the two experiments, we entered reading times for the final segment in both experiments into a single analysis. The three-way interaction of experiment by sentence context by condition was significant at the final segment (t=2.74, p<.01). These results suggest that participants in the SI-promoting condition in Experiment 2 had not yet calculated the SI prior to reading the rest, and thus it was equally challenging to integrate this referent in both the SI-promoting (declarative) and SI-suppressing (conditional) sentences. 

Experiment 2: Results
(If) Mary did
(only) some of 
and/then the rest
must be done 



her homework


later today
Experimental sentences (some)

Declarative:
924 (49)
857 (39)
690 (35)
1151 (53)

Conditional:
1010 (46)
962 (51)
696 (24)
1137 (44)

Difference:
-86

-105

-6

14

t (p)

1.41 (.16)
1.79 (.07)
0.14 (.89)
0.23 (.82)
Control sentences (only some)

Declarative:
862 (39)
985 (39)
675 (22)
948 (35)

Conditional:
950 (42)
1004 (33)
686 (20)
1050 (48)

Difference:
-88

-19

-11

-102
t (p)

1.67 (.10)
0.40 (.70)
0.38 (.70)
1.87 (.06)
Table 3. Segment-by-segment RTs (Ses) in milliseconds for Experiment 2.

Experiment 2: Statistical Comparisons
(If) Mary did
(only) some of 
and/then the rest
must be done 



her homework


later today
context:
1.57 (.12)
1.98 (.05)
0.22 (.83)
0.36 (.72)

condition:
0.49 (.62)
1.34 (.17)
0.26 (.80)
1.85 (.06)

Interaction:

0.17 (.87)
1.20 (.23)
0.01 (.99)
1.48 (.14)

Table 4. Segment-by-segment statistics (t (p)) for main effects of context, condition (experimental vs. control), and for the interaction.

General Discussion

In Experiment 1, we found evidence that online scalar implicature (SI) calculation is sensitive to the grammatical context in which the scalar trigger appears. Specifically, after reading a quantifier phrase (some of her homework) in a declarative sentence, which promotes the SI, participants were faster to process references to the complement set (the rest) than in a conditional sentence, which does not promote that inference. Experiment 2 showed that this effect appears only if there is a considerable delay (1-2 seconds) between the scalar trigger (some) and the critical probe (the rest).

Thus like BKW, we find that the calculation of SIs in real time is sensitive to context, confirming the pattern found in a number of offline studies (Chierchia et al., 2001; Feeney et al., 2004; Geurts & Pouscoulous, 2009; Hartshorne & Snedeker, in prep; Noveck et al., 2002; see also Papafragou & Musolino, 2003). However, our results contrast with BKW’s in two respects: 1) unlike BKW, we did not find slower reading times for the quantifier segment (some of her homework) in the SI-promoting context relative to the SI-suppressing context, and 2) in our study more time was required between the quantifier and the rest probe for the effects of SI calculation to appear. 
Given the broad similarities between our design and theirs, these discrepancies are somewhat surprising. To ensure that these differences were robust, we conducted an exact replication of Experiment 1 (N=38) and two additional versions of Experiment 2 (Ns=30 & 43), varying the number of critical trials, proportion of filler trials, and number of comprehension questions – but maintaining the short duration between the quantifier and the rest. The results confirm the findings reported above. In none of these three additional experiments was the reading time for the quantifier significantly longer in the SI-promoting context than the SI-suppressing context. The replication of Experiment 1 replicated the processing cost at the rest in the SI-suppressing context relative to the SI-promoting context, but not in the control condition where the restricted reading of some was semantically forced (only some). Once again this effect did not appear in either of the two additional versions of Experiment 2.

In the remainder of this discussion, we integrate the present findings into the growing body of research on the calculation of SIs in real time with the goal of understanding how these findings constrain our theory of SI, in particular, and pragmatic inferences, more broadly. At first glance, there are three classes of prior findings which might appear to conflict with the present results: 1) studies finding immediate effects of context on the reading times for scalar triggers (Breheny et al., 2006; Pannizza et al., 2009); 2) evidence that interpretation of referential probes (“the rest”) is influenced by context shortly after the scalar trigger (Breheny et al., 2006; Pannizza et al., in press); 3) results from the visual world paradigm which seem to suggest that SI is almost instantaneous (Grodner et al., 2010).

 Is there an immediate, context-sensitive, cost to scalar implicature?


Three experiments have revealed slower reading times for scalar triggers in SI-promoting contexts, relative to SI-suppressing contexts: BKW Experiment 3 with some, BKW Experiment 2 with or, and Panizza and colleagues’ Experiment 2 with two. Of these, only BKW Experiment 3 contains a control condition in which the context is manipulated but the SI is either forced or eliminated (an only some condition, as in the present study) – however, they do this for the SI-promoting context only. Thus, in all three cases, the critical finding is a main effect of context, not an interaction between context and the presence of a scalar trigger. Consequently, we cannot be sure that the increase in reading time in the SI-promoting condition reflects SI-calculation, rather than an effect of context on the lexical, syntactic or semantic processing of the trigger term.

For example, close examination of the stimuli used in BKW’s Experiment 3 suggests that other such factors may be at play. In BKW’s SI-promoting context (8a), the critical quantified phrase (some of his relatives) was always preceded by a reference to all of the objects in question (all of his relatives), whereas in the SI-suppressing context (8b) the entities in question were never mentioned earlier in the paragraph.

(8) a. Mary / asked John / whether he intended to host / all of his relatives / in his tiny apartment. / John replied / that he intended to host / some of his relatives. / The rest / would stay / in a nearby hotel.

(9) b. Mary was surprised / to see John / cleaning his apartment / and she asked / the reason why. / John told her / that he intended to host / some of his relatives. / The rest / would stay / in a nearby hotel.

The slower reading times in the SI-promoting condition could reflect the infelicity of using a full noun phrase to refer to a set that is salient in the discourse and might be better described with a pronoun (e.g., some of them). Processing costs of this kind have been observed in prior studies (the repeated name penalty, Gordon & Chan, 1995; Gordon et al., 1993). Thus, slower reading times for the quantifier region may have been due to the infelicity of the noun phrase in the SI-promoting contexts relative to SI-suppressing contexts, and not due to SI computation.

As a first-pass test of the plausibility of this hypothesis, we conducted a sentence completion task with 10 of stimulus pairs used in BKW. Each story was truncated just prior to the word some. 24 participants each completed 5 SI-promoting or 5 non-SI-promoting sentences, with a total of 10 sentences of each type tested. Due to a typo on one of the forms, one sentence type was excluded from analyses, though this does not affect the pattern of results. In the SI-promoting context, 55% (20/37) of continuations that referred to the target set (books, relatives, etc.) used a pronoun instead of a noun, whereas in the SI-suppressing context 0% of such continuations did (0/18).
 The pattern is similar when we look at the total number of noun phrase continuations that use any pronoun, regardless of its referent. In the SI-promoting contexts 43% (20/47) of continuations involved pronouns, whereas only 4% (2/52) of those in SI-suppressing contexts did.

These analyses, along with the literature on the repeated name penalty (Gordon & Chan, 1995; Gordon et al., 1993) suggest that increased reading time of the quantifier phrase (e.g., some of his relatives) in BKW’s SI-promoting contexts may be due to the infelicity of the repeated full noun rather than to SI computation. 

How rapidly does scalar implicature influence referential processing? 

Three prior experiments have explored the time course of SI-calculation by looking at its effects on referential processing. Two of these studies (BKW Experiment 2 and Pannizza et al., Experiment 2) found effects of SI on referential processing when the scalar trigger and the referential probe (e.g., the rest) were separated by about 7-9 words, or 1-2 seconds of processing time, just as they were in Experiment 1 of the present paper. The only experiment which suggests that this effect emerges more rapidly is BKW’s Experiment 3. In that study, the probe (the rest) immediately followed the quantifier phrase, but it was still interpreted more quickly in the SI-promoting context than in the SI-suppressing context. In contrast, when we used a similarly short interval (our Experiment 2), we did not find any such effect, suggesting that SI computation had not progressed far enough to provide a readily accessible referent.


We see three potential explanations for this discrepancy. First, because BKW’s experiments were conducted in Greek, the discrepancy could reflect cross-linguistic differences, perhaps in the scalar triggers themselves (Pouscoulous, Noveck, Politzer & Bastide, 2007). Greek has two words which overlap in meaning with the English word some. BKW used meriki which generally encodes specific indefinites. Nonspecific indefinites are more likely to be expressed with kapji.
 Consequently, meriki is less polysemous than some, thus might be more strongly associated with its scale mate (all) or more often used in contexts where an SI is clearly intended, which could in turn result in more rapid and robust calculation of SIs (see Barner & Bachrach, 2010 for a similar claim about SI and numbers). 

Second, as we noted earlier, in BKW’s SI-promoting contexts the trigger phrase (some of his relatives) was always preceded by a parallel phrase using all. This contingency could result in more timely SI calculation. For example, readers might have used all to predict that some would soon appear, allowing them to get a head start on making the SI. Alternately, readers could begin the SI at some but complete it more rapidly because the relevant scale has been primed. As we noted in the introduction, SIs are motivated in part by the existence of another, more informative description for excluded meaning (if she had meant all she would have said it). By providing this term in the discourse, BKW may have facilitated this inference. 

Finally, the effect observed by BKW at the rest could be related to the high predictability of this phrase in their passages rather than SI calculation per se. Within their experiment, the appearance of some perfectly predicts that the rest will immediately follow. While this predictive relation is present in all three of their conditions, the salience of the predictive cue may vary across conditions. In the SI-suppressing sentences, the cue is just some—a short high-frequency word which might be overlooked. In the control condition, the cue is a longer and more unusual (only some). In the SI-promoting condition, there are two predictive relations which the reader could notice (all ( some ( the rest). If more predictable material is processed more quickly (Levy, 2008) this could result in faster reading of the critical segment in SI-promoting and control conditions, as observed. In the present experiments, the filler sentences ensured that the probe segment could not be predicted from the prior context. 

Scalar implicatures in spoken language comprehension
In spoken language comprehension, the time course of SI calculation has been addressed in three recent studies using the visual world paradigm (Huang & Snedeker, 2009a; Grodner et al., 2010; Panizza et al., 2009). All three studies used a paradigm in which sets of objects were divided among different characters in the display. For example, in Huang and Snedeker participants were asked to select “the girl that has some of the soccer balls” from a scene including: a girl with 2 soccer balls, a boy with 2 soccer balls, a girl with three socks, and a boy with nothing.  If participants calculate the SI, then they should infer that the sentence refers to the girl with the subset of soccer balls shortly after the onset of quantifier. Instead, Huang and Snedeker (2009) found that participants considered both girls as possible referents until shortly before the point of phonological disambiguation. In contrast, in trials in which numerical quantifiers were used (the girl that has two of the soccer balls), participants rapidly calculated the upper bound and ruled out the competitor (the girl with three socks).  Thus these findings, like those in the present experiments, suggest that SI calculation only begins to influence referential processing after a delay. 

This conclusion has been challenged in recent research by Grodner and colleagues, who find that participants are as fast to restrict the reference of “some” (via SI) as they are to restrict the reference of “all” (via lexical semantics). Two explanations have been offered for the discrepancy between these findings. First, in the Grodner study the partitive phrase was phonologically reduced (pronounced as “summa” instead of “some of”) which could potentially allow participants to infer that the partitive construction was being used at an earlier time point.  Second, while Huang and Snedeker used both numbers and scalar quantifiers in their studies, Grodner and colleagues only used scalar quantifiers. Subsequent work by both groups suggests that this second difference is primarily responsible for the divergent findings (Grodner et al., in press; Huang & Snedeker, 2009b). Critically, Huang and Snedeker factorially manipulated the pronunciation of the partitive phrase and the presence of number filler trials. They found that pronunciation had no effect, while the absence of numbers resulted in rapid disambiguation. 

There are at least two interpretations of this pattern. First, Grodner and colleagues have suggested that the presence of trials with numbers in the experiment makes “some” a less natural description of a small set than it would otherwise be. They argue this change in naturalness makes it more difficult to interpret “some” as referring to either of the possible sets in the display, resulting in slower processing. Second, Huang and Snedeker have suggested that in the absence of numbers participants begin to verbally encode each set as it is presented (since they quickly learn that subsets will generally be described with “some” and total sets with “all”). Thus at the point when the participants hear the critical scalar term (“some”) there is an existing connection between that term and particular items in the display (e.g. the girl with the subset of soccer balls) and thus reference restriction is more rapid. In the absence of an explicit proposal of the mechanism by which naturalness influences processing, it is unclear whether these stories are truly distinct.

This second hypothesis provides a way of thinking why SI might be slow in some contexts and fast in others.  In cases in which the processing of a scalar term begins at the time when it is encountered, then SI will be delayed because the meaning must be accessed and then bounded. However, when utterances are more predictable, processing of the scalar term can sometimes precede its realization in the input, eliminating or reducing the delay in reference restriction. Utterance predictability can take two forms. In the BKW study, in the SI-promoting context, readers could use the appearance of an earlier phrase (“all of his relatives”) to predict the appearance of the scalar phrase (“some of his relatives”), potentially giving them a lead on calculating the SI. In the Grodner study, controls were in place to ensure that participants could not predict which scalar term would be used or which object would be referred to. However, participants could predict which verbal label would be used, if a given object was mentioned. Thus prior processing may have taken the form of verbal encoding of the display.  

Mechanisms such as these are often construed of as strategies or confounds, which should be rooted out of experiments through the proper controls. We think that this construal is misleading. Any strategy that can be built up this quickly has a powerful basis in the existing cognitive system and thus warrants a respect. We see these mechanisms as concrete hypotheses about precisely how context and ongoing language processing may be integrated.  The degree of situational constraint varies widely across different instances of language use. In some situations, we can predict what the speaker is likely to say next, or how they might refer to a particular entity. In such contexts, predictions of this kind may often allow us to get a head start on processes which would otherwise be quite slow.

Conclusion
In two experiments, we found evidence that scalar implicature computation is contextually-dependent and slow. These results are consistent with a broad range of studies reporting slow, effortful scalar implicature calculation (Bott & Noveck, 2004; Chevallier et al., 2008; Chierchia et al., 2001; De Neys & Schaeken, 2007; Feeney et al., 2004; Huang & Snedeker, 2009a, 2009b, 2009c; Noveck & Posada, 2003; Pouscoulous, Noveck, Politzer & Bastide, 2007). An important remaining task is to incorporate into this literature the several studies that have reported more rapid scalar implicature calculation (Breheny et al., 2006; Panizza et al., 2009; Grodner et al., in press). Our suspicion is that such results are most likely to appear in highly predictable contexts in which scalar implicatures can be pre-computed, but only further research can clarify this issue. 
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� The Relevance account differs in several ways (e.g., informativeness is replaced with relevance) but it involves similarly rich computations � ADDIN ZOTERO_ITEM {"sort":true,"citationItems":[{"uri":["http://zotero.org/users/27608/items/FN7RAAWT"]}]} �(Carston, 1998)�. Notice that these three assumptions are sufficient for Sally to infer that John did not, in fact, eat all the cookies. To infer that Mary intends for her to infer this, Sally would also have to assume that these three assumptions are known by Mary and known to be mutual knowledge.


� Stimuli for all three experiments were in Greek. Examples here are translations provided by the authors. The slashes mark the breaks between segments in the self-paced reading task.


� The experimental/control manipulation was tested between-subjects to shorten the experiment and to avoid excessively priming the subset interpretation of some in the experimental condition.


� Two continuations used a singular personal pronoun that unambiguously referred to a discourse participant (e.g., John) that was not a member of the target set of objects.


� This claim is based on personal communications from Napoleon Katsos, Eleni Miltsaki and Anna Papafragou.





